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Abstract—The present work shows the complexity
associated with the creation of an Intrusion Detection
System (IDS) considering host and netflow data, as well
as the limitations of current detection systems, either
host-based or network-based. It presents a new approach
based on Windows OS logs and network flows. The
main goal is to provide and test a process capable of
detecting intrusions, the use of a high number of features
and the use of different data sources by themselves
and combined for intrusion detection. The process uses
multiple unsupervised machine learning algorithms en-
sembled to detect outliers. To achieve the goal, several
unsupervised machine learning algorithms were tested in
performance either in time or outliers detection capability
based on our classification criteria. The three algorithms
that achieved better performance were considered. The
process is composed of feature extraction, followed by
normalization, clustering and clustering ensemble. After
the clustering ensemble, the detected outliers are pre-
sented to an analyst, to mitigate them. Five different
approaches were used for feature selection, three of them
using only netflow data and one using Windows events.
The last approach combined the best approach used on
netflow with Windows events approach. To evaluate the
developed system, a public artificial dataset was initially
used. This dataset contains logs from machines with
Windows OS and netflow information. Adittionally, a
dataset with real logs and flows from an organization
was also obtained and used for the same purpose. The
present work was developed with the collaboration of
Portuguese Army.
Key-words: Cybersecurity, Machine Learning, Intrusion
Detection System, Security Analytics, Logs, Netflow.

I. INTRODUCTION

Nowadays we observe an exponential growth in the
use of technology and smart devices to connect people
among themselves and the world. This makes daily
tasks easier but also turns people more vulnerable to
computer attacks. The number of attacks is increasing
as well as attackers insight, leading to complex attack
techniques that are more difficult to detect and, there-
fore, to mitigate or respond to. Since attacks are rapidly

evolving, it is important to detect them and adapt to
novel intrusion techniques. In fact, according to [14],
in 2018 the mean time to detect an external attack was
184 days and an internal was 50.5 days. These numbers
are high because not only attacks are difficult to detect
but also many current detection techniques are still
based on signatures. Signatures represent well known
malicious code used to perform attacks. Basically, most
of the IDS analyze code to detect these codes. Intrusion
Detection Systems emerged from the need for reducing
the number of attacks and their detection time. These
IDSs can be classified in two different ways: according
to the information given to the system, and based on
the input data source. The first classification, according
to the information is given to the system can be
divided in anomaly and misuse detection. Anomaly
detection focus on finding patterns that deviate from
the normal behavior of an entity. Misuse detection tries
to find a well known malicious behavior previously
seen. Depending on the IDS input data source, they
can be classified as: Host-based Intrusion Detection
System (HIDS) or Network Intrusion Detection System
(NIDS). According to [3, 6], HIDSs cover the events
produced in the monitored host, aim for computer
protection and prevent malicious code execution in
the system. On the other side, NIDSs capture network
traffic, covering all the machines/computers within the
network. Currently, NIDSs are more used than HIDSs
because they can analyze simultaneously multiple users
and require less maintenance. A new approach in IDSs
is to combine both HIDS and NIDS. It joins precious
information from the host with relevant network traffic.
It enables the detection of offline attacks and online
attacks. Nevertheless, this new approach increases the
amount of data provided to systems. This fact leads
to the need for selecting the most relevant features for
security analytics. Security enterprises have started to



use Machine Learning (ML) to improve their IDS. ML
came not only to deal with big data but also because
it is a powerful tool to analyze and interpret patterns
and structures in data. Since ML algorithms can learn
from data, it is very useful to security analytics. Nev-
ertheless, the use of ML classifiers implies to know all
attacks which represent a misuse approach with a set
of well known features. This approach is vulnerable
to new attacks. To use ML to detect novelty attacks
a system should contain sets of dynamic features.
This approach feeds the system with a set of relevant
features used in a particular period.

II. BACKGROUND

II-A. Machine Learning Methods

The significant increase in data production and com-
plexity made human abilities insufficient to deal with
such information. This is the main reason why Machine
Learning is used. In 1959, Arthur Samuel, defined
Machine Learning as “the field of study that gives

computers the ability to learn without being explicitly

programmed” [13]. Since then Machine Learning has
been used in many applications such as prediction,
medical image analysis, human activity recognition,
machine translation, self-driving cars, security analyt-
ics and others. Nowadays we can find usage of Ma-
chine Learning almost everywhere. Machine learning
has two major categories: supervised and unsupervised.
In the present work, we used unsupervised ML.

II-A1 Unsupervised Machine Learning

Unsupervised ML goal is to find fundamental fea-
tures on unlabeled data and form clusters of input
patterns based on a specific cost function. This cat-
egory of ML is very useful to detect unknown attacks
because groups unlabeled data. In order to understand
some definitions presented, it is important to know the
clustering concept. It consists of assigning objects with
similar features in groups (clusters) and their similarity
is based on group proximity from other groups.

k-Means Clustering [4] is the assignment of X

data points into k clusters. It consists of finding the
most similar centroid for each point. The data point
distance to centroid indicates how similar they are.
This algorithm can be performed into 4 steps: selection
of initial cluster centroids (k); assign each data point
to the cluster with the nearest centroid; recompute
each cluster centroid based on the elements contained

in it; repeat second and third steps until achieving
convergence. To provide successful implementation of
the K-Means method is important to carefully choose
two aspects: the k value, which indicates the cluster
number to be partitioned and the distance metric, where
the most commonly used is the Euclidean distance.
There are no guarantees that selected k is optimal, nev-
ertheless, several approaches to evaluate the clustering
performance have been done using stability, accuracy
and other metrics.

Local Outlier Factor (LOF) [2] is a density-based
method, which uses the nearest neighbor search. This
method gives a score to each data point by determining
the ratio of the average densities of neighbors points
to the density of the point itself. The estimated density
of a certain point n is the number of its neighbors
divided by the sum of distances of the neighbor’s
points. For a better understanding consider M(n) as
a set of neighbors of point n and k the number of
points in this set. The distance of a point y to point n

is represented by d(n, y)and their estimated density is
given by:

f(p) =
k∑

y∈N(n) d(n, y)
(1)

Using previouly defined equation, its possible to define
the LOF score as:

LOF (n) =

1
k

∑
y∈N(n) f(y)

f(n)
(2)

Density-Based Spatial Clustering of Applications
with Noise (DBSCAN) [5] is an algorithm designed
to discover clusters and noise in a dataset. The ideal
case is to know the appropriate parameters Epsilon and
MinPts of each cluster. The Epsilon parameter defines
the density of points needed in a point neighborhood
to be considered as a member of a cluster. The MinPts

represent the minimum number of points needed for
a group to be considered a cluster. Without knowing
these parameters a priori, this method starts with
a random point n and determine all points density-
reachable from p considering Epsilon and MinPts. If
this point is a border point (point in the ends of a
cluster) the algorithm moves to the next point in the
dataset. Otherwise, if point n is a core point (point in
the center region of a cluster), these procedures yield a
cluster. This procedure is performed until all points of
a dataset are covered. Once it started with parameter



global values, it may merge two clusters into one if
their distance to each other are ‘close’. If a point’s
distance to all clusters is too large, it is considered
noise. Those noisy points are merged into a single
cluster, normaly represented by -1.

Agglomerative [16, 18] consists of recursively
merging pairs of clusters that minimally increase a
given linkage distance. Similar to KMeans, Agglomer-
ative can use a parameter k that defines the number
of clusters to find. The linkage distance is used to
determine the distance between sets of points and
this algorithm main goal is to minimize this distance.
This algorithm starts by considering all data points as
an individual cluster. In each iteration merges similar
clusters into each others. The stop criteria are when all
data points are in the same cluster or when k clusters
are formed. This algorithm can be defined in four steps:

1) Compute the proximity of individual points;
2) Consider each data point as a cluster;
3) Find the two closest clusters and merge them into

a single cluster;
4) Recalculate clusters proximity;
5) Repeat steps 3-4, until achieve a single cluster

or k clusters.

We applied these algorithms in our system to group
entities based on their similarities behavior. These
algorithms were implemented using Python and some
of its libraries.

III. RELATED WORK

III-A. Anomaly Detection

Anomaly detection consists of processing data and
finding patterns that do not correspond to the expected
behavior. This process is very useful for several cases,
in this work it was useful for network monitoring and
computer security. Nevertheless, there are other cases
where anomaly detection could be useful, such as smart
devices and IoT. The major anomaly detection algo-
rithms need purely normal data to train the algorithm
and consider any data never observed as anomalous.
The outliers are defined based on measurements that
normally correspond to the distance from data consid-
ered normal. In 2003, [8] made a comparative study
in order to evaluate different anomaly detection meth-
ods. They used two data sets, 1998 DARPA Intrusion
Detection Evaluation Data [9] and their real network
data from the University of Minnesota. They studied

four approaches:

• Local Outlier Factor (LOF), which consists in
assigning to each data point a degree of being
an outlier;

• Nearest Neighbor (NN), which is KNN with k=1;
• Mahalanobis-distance based outlier detection con-

sists in determinate the mean µ of a particular
point p and compute the distance as follows:

dM =

√
(p − µ)T ×

−1∑
×(p− µ) (3)

• Unsupervised SVM, is trained with unlabeled data
and consist in separate the entire set of training
data from the origin. This means smaller regions
with many data points will be considered a class
and points in another region will be labeled as
another class.

There are several anomaly detection systems already
developed using both supervised and unsupervised ML,
proving that this approach can achieve great results
fighting against attacker’s new techniques. NIDSs and
HIDSs can both use the anomaly detection approach
to find malicious behavior.

III-A1 Host Based Intrusion Detection

With the encrypted traffic increasing in networks,
NIDS are losing strength against intrusions. Once sev-
eral attacks are directed to hosts, it is useful to monitor
the events produced on the local host (user’s computer).
This extend intrusions defense perimeter. [7] presents
a system to detect host misbehavior in a large number
of logs. Their approach consist in two phases. In the
first phase, they define and configure the detection
mechanisms by performing 6 steps: defining how logs
data will be normalized; selecting features and defining
the period for feature extraction, defining how fea-
tures are extracted, extracting features and normalizing
logs, performing clustering in group entities, defining
classification. The output of this first phase was used
in the next for classification. The second phase was
the execution of the system at runtime. It was divided
into 4 steps: extraction of features, clustering, clusters
classification and if the classification were successful
the system was updated, otherwise it has to be analyzed
manually and updated the system. Their system had to
deal with Big Data and for that MapReduce was used.
To perform clustering they used the EM algorithm
because it does not need prior knowledge of the



distribution of each feature. The number of clusters is
given as input to the EM algorithm. In cluster analysis,
they labeled cluster features as: primary, secondary,
non-relevant. The primary features represent the best
characterization of the cluster, based on their deviation
from the cluster. The secondary features are similar to
primary ones but for a different range. The non-relevant
features are the ones that do not characterize the
cluster. The author chose the Naive Bayes algorithm
for classification since it converges faster than other
models and needs a smaller dataset to obtain accurate
results. Their system was not accurate enough to deal
with real-time detection but provided analysts with
precious security information from logs.

III-A2 Network Intrusion Detection

Nowadays the concept of network is used all over
the world and the evolution of technology allowed
people to use their phones and computers to access
sensitive information from anywhere since an internet
connection could be found. This gives people a great
freedom and saves time, but also increases significantly
the risk of having intercepted or compromised data.
[12] presented a system combining supervised and un-
supervised machine learning to detect network anoma-
lies automatically. Their system was composed of
five phases: features extraction, clustering to aggregate
entities, genetic algorithm to select the most relevant
features from clusters, classification, and output the
misbehaving groups along with the relevant features.
This system revealed to be significant in reducing the
amount of entities to analyze, nevertheless, they had
a lack of contextual information about the networks
and it could be a great improvement in mitigating the
abnormal activity.

III-A3 Hybrid Intrusion Detection

This chapter presents some literature about IDSs
that combine both network and host-based intrusion
detection. This combination seems to be recent, as
few articles have been published. The most recent
hybrid IDS is presented in [11]. Authors proposed
a system entitled HOLMES with a main goal of
detecting Advanced Persistent Threats. Their system
starts by collecting audit data from the host to produce
a detection signal. This signal will indicate the stages
of the current APT campaign. At high level HOLMES
techniques provide correlation between suspicious in-
formation flows. Those flows derived from events

produced during the attacker campaign. HOLMES
evaluation was performed on 9 real-life APT attack
scenarios. It was running as real-time IDS and has a
duration of two weeks of live experiment. The results
show high precision and recall discerning attacks from
benign scenarios.

IV. DATASETS DESCRIPTION

The present work was developed using two datasets,
an artificial dataset from CSE-CIC-IDS 2018 [15] and
a real one from the Portuguese Army.

IV-A. CSE-CIC-IDS 2018

This dataset was developed towards network-based
anomaly detector, with the goal of providing data to
analyze, test and evaluate IDS. To generate such a
dataset, its authors developed a systematic approach
to produce a diverse and comprehensive benchmark
dataset. In their approach, they created user profiles
with abstract representations of activity seen on the
network. This dataset contains information about ten
days of normal activity and attacks performed. This
victim’s infrastructure is composed of 420 machines
and 30 servers divided into 5 departments and an
attacker infrastructure with 50 machines. It includes
system logs and network traffic of each machine. The
authors also provide a list of features, based on network
traffic, that was used to perform clustering.

This dataset provides logs from machines (Windows
XML Event Log (EVTX) files from Windows and text
files from Linux). Our work were focus on Windows
OS, so we only analysed those. Authors left default
configurations on Windows machines, which means
only system logs were saved and extracted, missing
information about security and applications running on
those machines. As this information comes in EVTX,
readable in Windows Event Viewer, we needed to
extract the information to a python readable file such
as Comma Separated Values (CSV).

The first approach was to use a python script to read
from EVTX1 to JSON and then convert JSON to CSV,
this was a slow process and missed some fields such
as the time creation of an event. Once we needed that
information from every event we had to change our ap-
proach. This second approach used a Powershell script
to extract all information contained on EVTX files to

1Windows Event XML Log



a CSV. On a single step, we collect all the information
needed, nevertheless, this was also a time-consuming
process. Once we had our log information on a python
readable file, we cloud extract our host-based features.
The information from network traffic was provided
as Package Capture (PCAP) files and also as CSV
(processed with the 83 features proposed by authors).
Our approach used IP addresses to identify each entity
in a network and this information was not provided
in processed files. This lead us to use their PCAP files
and CICFlowMeter to extract the information we need.
We used last release of CICFlowMeter (V4.0) which
lead to a mistake in the number of packets sent and
received in a biflow. This error was detected later with
confirmation of our features and corrected by adding
one packet to forward ones and subtracting one packet
from backward ones.

IV-B. Portuguese Army Dataset
This dataset was collected from workstations in an

administrative network medium-sized military infras-
tructure. It contains real logs from each workstation,
as well as netflow information of five days. By default,
the Windows OS does not enable the most interesting
logs for security. In order to collect logs at security
and applications level, it is necessary to enable/change
(to success and failure state) some configurations,
such as: force audit policy subcategory settings, logon,
network policy server, other logon/logoff events, spe-
cial logon, process creation, Remote Procedure Call
(RPC) Events, security state change, security system
extension, system integrity, file share. The amount of
space used to save logs also need to be increased to
prevent losing some of them. As performed in the
previous dataset, we had to process EVTX files in
the exact same way. Dataset flows were collected from
a Netflow tool, which provides less information than
CICFlowMeter. Nevertheless, the information provided
was enough to apply our system for anomaly detection.

The produced dataset is more complete in terms of
Windows logs, once it contains logs from Application,
Security and System Levels, while the CSE-CIC 2018
dataset only contains logs from System level.

V. CLUSTERING ALGORITHM SELECTION

This chapter describes tests made to choose the
most appropriate clustering algorithms for anomaly
detection. To evaluate different clustering approaches,

we tested the most commonly used algorithms in each
category (partition, hierarchical, neural models and
density-based). The criteria used to choose the most
appropriate clustering algorithms were: performance
when applied to data with a big number of features
(i.e., high dimensional data); efficiency to identify
outliers (from a well-known dataset); time needed to
perform clustering must be lower than the smallest
window of time (10 minutes), in order to get results in
real-time;

To apply these criteria we used a labeled dataset
known to produce good results with KMeans [10]
in a previous work [12]. The labeled dataset con-
tains flow traffic from one day of the Portuguese
Army dataset used by [12]. This day contains flows
from 4616 entities, one of which is an attacker that
performed a PortScan and a Dictionary attack. The
algorithms tested were Kmeans, DBSCAN, Hierarchi-
cal Density-Based Spatial Clustering of Applications
with Noise (HDBSCAN), AgglomerativeClustering,
OPTICS, SimpSOM, SOMPY, and LOF. A benchmark
from [1] was adapted to test our algorithms in terms
of performance against large datasets. The data for
tests was generated locally and data was increased
until reach 30000 observations. Figure 1, shows the
performance of each algorithm with the increase of
data. Observing the results it is clear that SOM does
not fulfill performance criteria for large datasets. The
remaining algorithms fit the criteria once they could
perform cluster to 20000 observations in less than 60
seconds.

Fig. 1: Algorithms performance against large data.

We applied our algorithms using their features in
order to understand algorithms ability to detect outliers.
Based on experiments we decided to use LOF on
clusters with suspicious entities. These entities were
known a priori. Analysing Table I it is possible to
determine which cluster performed better detecting the



TABLE I: Algorithms capacity to detect outliers.
Algorithm Attacker Cluster Cluster Size Attacker LOF Score (attacker_score/higest_score)

Agglomerative 0 4 Not applicable
OPTICS -1 2491 4/601
KMeans 13 1 Not applicable

HDBSCAN -1 2245 4/436
DBSCAN -1 29 2/2

attacker. The first column identifies the algorithm and
the second one identify the cluster where the attacker
was grouped. The third column specifies attacker clus-
ter size and last column represent the relation between
the attacker’s LOF score and the highest score of his
cluster. In the cases where the attacker cluster size is
smaller than the number of neighbors, LOF cannot be
applied. From better to worst clustering algorithm we
have KMeans, which isolated attacker, Agglomerative,
grouped attacker with other 3 machines, DBSCAN,
found 29 outliers nevertheless attacker LOF score was
the higher in outliers cluster, HDBSCAN, found 2244
outliers and attacker LOF score was far from good,
OPTICS detected 2491 outliers and the scores was also
far from good.

According to results obtained, we performed clus-
tering using KMeans, Agglomerative and DBSCAN,
applied LOF to outlier cluster from last one.

V-A. Selecting Algorithm Parameters

An important decision when using clustering algo-
rithms is to correctly select the parameters. In our
case, we had to choose 5 parameters: n_clusters for
Agglomerative, k for KMeans, eps for DBSCAN and
n_neighbors and contamination LOF. To chose param-
eters for KMeans, Agglomerative and DBSCAN we
decided to use Elbow Method. The idea of this method
is to test various numbers of clusters in order to achieve
the optimal number of clusters. Increasing the number
of clusters in KMeans reduce the distance between
cluster, nevertheless, the distance between observations
intra-clusters will increase. Since each time-window of
data processed can have different entities and features,
our data could vary significantly. This means that fixing
k and epsilon would not be a good choice since it could
be unfitted to that specific data. To reduce this problem,
we applied elbow method to each time-window, for
example, to 5 time-windows of 10min we could have
5 different values of parameters.

VI. PROPOSED SOLUTION

VI-A. Processing Data

The present work combines network traffic and logs
from hosts in the network. The use of both implies
being able to manage data from at least two different
sources. To our process, we handled data separately
and merged the network and host data after feature
extraction. To perform features extraction and based
on results achieved by [12] we decided to use different
time-windows. The time-windows used were 10 min,
30 min, 1 hour, 2 hours and 4 hours. With these time-
windows, we avoid the attenuation of attacks behavior.

This process was performed in three phases. The
first one consisted in processing only events from
Windows OS, the next one only flow data and finally
the combination both (events and flows).

VI-A1 Feature Engineering

To choose features we analyzed each source (host
and network) independently based on the information
provided by the CSE-CIC-IDS 2018. The approach on
host features was to count all Windows OS events
individually and their level (Critical, Error, Warning,
Informational, Verbose), as well as, the total number
of events. For example a machine in time-window
with only 30 events of eventID 7024, of which 10 in
Warning level and 20 in Informational level, will have
4 features: eventID 7024 with value 30, Warning with
value 10, Informational with value 20 and TotalEvents
with value 30.

Concerning network features, we started by setting
10 fixed features, which were considered in all the
next approaches. These fixed features describe the
general network activity of an entity. The first approach
considered the 33 ports most used in the CIC-CSE-
IDS dataset and set dynamically other 77 ports. The
33 ports were selected based on the most used ports
in all days of the CIC-CSE-IDS dataset. We selected
33 ports because was the number of ports (mostly
well-known and registry ports) with a significant use
compared to all other ports. The dynamic features
emerge as an attempt to detect attacks without using



only well-known ports but using the most used ports in
a processed time-window. This approach selected the
77 ports most used by all dataset entities in a processed
time-window. We choose 77 ports dynamically to make
up a total of 100 ports as features. We wanted to test
the impact of a huge amount of features in intrusion
detection. In fact, we started by not defining a limit for
those dynamic ports, however, the feature extraction
time was high and did not fit our criteria. The second
approach was to use only the 33 fixed ports and the
final approach was to use [12] port features (ports 80,
194, 25 and 22) plus the ports used by the service
attacked (e.g. for FTP attack we added port 21). Each
port taken in consideration produced 4 features. For
example, for port 22 we had 22SrcSent, number of
packets sent from port 22 in source view, 22SrcRcvd,
number of packets received from port 22 in source
view, 22DstSent, number of packets sent from port 22
in destination view and 22DstRcvd, number of packets
received in port 22 from destination view. For each
time-window, features were extracted individually to
avoid overlay off fixed features.

VI-A2 Feature Extraction and Normalization

After performing the feature engineering we need
to understand how each feature will be extracted. In
the CIC-CSE-IDS dataset, flow features were extracted
using CICFlowMeter and logs were extracted from
Windows, Linux and Mac OSs. In the Portuguese
Army dataset, we extracted host features using a script
to collect the events from all machines in a specific
subnetwork. The flow features were extracted from a
netflow tool used by the Portuguese Army to control
and analyze the network traffic. Normalization is the
process of finding a scale to fit all data without loosing
critical information. To perform normalization we used
a library from sklearn.preprocessing [17] named Min-

MaxScaler. This library performs normalization over
each feature in a range. We defined our range between
[0,1]. Normalization is performed by the fit() method.

VI-B. Clustering

One of the main goals of this work was to combine
the results of clustering algorithms in order to improve
accurarcy and precision.

VI-B1 Applying Clustering Algorithms

As mentioned before, we intended to use three algo-
rithms to perform clustering, KMeans, Agglomerative,

DBSCAN. To apply these algorithms we divided each
dataset into two subsets, external entities, and internal
entities. This was performed as an attempt to reduce the
differences between entities. Internal entities will have
a similar behaviour with themselves than with external
entities. By performing this division we joined internal
entities resulting in a more uniform subset. This will
reduce the probability of having entities misclassified.

VI-B2 Defining Classification

The entities’ classification is the process of labeling
an entity as benign or malicious. This is a crucial and
maybe the hardest phase of intrusion detection. This
phase consist in defining the criteria of classifying an
entity as benign or malicious. For example, if we define
the criteria of being benign as the clusters with more
than 5 entities, every cluster which does not fulfill
the criteria is considered malicious. Considering this
example, if we had only one victim2 our accuracy
might be lower than expected, nevertheless if we had
more than five victims the probability of missing some
of them is higher. In the process of classification,
we defined inliers and outliers. An inlier is an entity
considered with ‘normal’ behavior and outlier an entity
with ‘abnormal’ behaviour. The behaviour of each
entity is determined by the values of its features. Our
criteria to identify an outlier was to consider all entities
isolated in a cluster (cluster with a single entity) by
KMeans and Agglomerative and the entities detected
as outliers by DBSCAN (assigned to cluster -1).

VI-B3 Ensemble Method

Our version consists of intersecting small clusters
from algorithms not based in density with entities
in outliers clusters from density based algorithms.
The method could be defined in four steps: select
all KMeans clusters with only one entity, select all
Agglomerative clusters with only one entity, select
DBSCAN outlier cluster (-1), intersect all clusters and
drop the entities outside the intersection and the en-
tities remaining correspond to outliers. This ensemble
method was chosen based on the good results obtained
from our classification criteria using Agglomerative
and KMeans. Nevertheless, our DBSCAN results were
not so good and we wanted to improve them. After an-
alyzing the entities in the DBSCAN outlier cluster and
the one entity clusters in Agglomerative and KMeans,
we found that all entities in small clusters were con-

2Represent an entity attacked by other machine(s).



sidered outliers in DBSCAN. By intersecting those
clusters we were able to reduce the number of entities
in DBSCAN outlier cluster. This ensemble method is
also able to improve the accuracy of Agglomerative
or KMeans. Considering an example where we have
one single victim and KMeans found two clusters
with a single entity. However Agglomerative found
one single cluster. Applying this ensemble method will
filter KMeans clusters and select the one containing the
entity in common.

VI-C. Evaluation Metrics

To evaluate our system we defined: true positives
(TP) as entities correctly classified as outliers, false
positives (FP) as entities wrongly classified as outliers,
true negatives (TN) as entities correctly classified as
inliers, false negatives (FN) as entities wrongly clas-
sified as inliers, accuracy as the degree to which the
result of clustering conforms to the correct value of
an entity, precision the fraction of relevant results,
recall the fraction of total relevant results correctly
classified by the algorithm and F1 the relation between
precision and recall. Each of these metrics was applied
individually to each algorithm in the first phase of our
work.

VII. EXPERIMENTAL EVALUATION

This chapter presents the results obtained with the
artificial dataset and with the combination of clustering
algorithms. It also exhibitions the analysis of network
and host features individually, as well as when com-
bined. Our experiments were divided into two phases,
the first one we analysed algorithm results individually
and the second one we used a clustering ensemble
method in order to combine output from the different
algorithms.

VII-A. Combining Algorithms in Netflow Sources

We found 17 attacks simulated in an artificial
dataset, described in Chapter 4. From those ap-
proaches, we conclude that using less features im-
proves the results since the third approach was the
one which detected more attacks. The 1st approach did
not detect any of the attacks and the second approach
detected 11 attacks. From all the 17 attacks only the
LOIC UDP from day 20/02/18 was not detected. The
second approach achieved a mean accuracy of 0.97,
a mean precision of 0.64, a mean recall of 1 and

a mean F1 of 0.73. The third approach achieved a
mean accuracy of 0.77, mean precision of 0.44, mean
recall of 1 and mean F1 of 0.52. These metrics proved
that the second approach performed better in detecting
victims/attackers, however, this approach missed five
attacks. The best time-window in the second and third
approaches was the 10 minutes window.

VII-B. Combining Algorithms in Windows Event

Sources

From the three days of attacks to Windows ma-
chines, we were able to detect the attacks performed
in two of them. On the last day, the Bot attack was
executed to more than one machine. It means with our
classification criteria the probability of detecting all the
victims was low, either because the victims have the
same behavior and were grouped in a single cluster or
they all had different behaviors and were isolated in
10 different clusters. The results in this source of data
achieved a mean accuracy of 0.96, a mean precision
of 0.27, a mean recall of 1 and a mean F1 of 0.42.

VII-C. Merging Events and Flows

In the days which was possible to combine both
events and flows, we were unable to detect a single
anomaly. These results show that event logs from the
system and flows approaches are incompatible, either
because a big amount of features or attack footprints
in event logs are unrelated to flows. Nevertheless, with
a restricted choice of features, it should be possible to
combine both.

VIII. CONCLUSIONS

These work contributions are: increasing the number
of features will reduce the capability of detecting
outliers; LOF performs well in scoring outliers; a new
ensemble method which improves results; considering
entity’s behavior in both points of view (source and
destination) allows the detection of more attacks and a
new dataset with real logs and flows from a medium-
size organization.
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